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Welcome back to the course on Algorithmic Information Dynamics. Finally, we are about to learn what Algorithmic Information Dynamics is and how new methods may provide new, fresh and hopefully better means to deal with causation. You will see how we will start putting together all what you learnt and we had to go through, from information theory to graphs and networks, and from computability to dynamical systems. 

In this lecture we will contrast computable measures such as Shannon entropy and algorithmic complexity when it comes to characterising an object, particularly a special graph that we created for this purpose. 

So we saw in previous units how entropy tries to quantify randomness in a different way than algorithmic randomness and how entropy would miss some algorithmic properties in objects such as sequences if these lack statistical regularities. In a strict way, algorithmic randomness is a generalisation of the typical application of entropy. Examples where entropy as a tool would fail to shed light on the nature of objects include the mathematical constant pi, the Champernowne constant and the Erdos-Copeland constant, to mention a few. Another example that we also covered was that of the Thue-Morse sequence. 

Entropy can only find statistical regularities if no other method to infer the nature of the source is available to entropy, a method such as algorithmic complexity that while it is difficult to estimate it does not depend on beliefs such as underlying probability distributions to which we rarely have full access to or full knowledge.  

Of course one can design all sort of more fancy measures on top of Shannon entropy but as long as they rely on the same principles they will all have exactly the same shortcomings so we need new tools to complement statistical tools such as Shannon entropy. One such tool to complement entropy to infer the nature of the source and potentially the source itself in the form of a mechanistic model is to introduce computation into the challenge. The idea is that if an object has an algorithmic regularity it can be, in principle, quantified by a universal and non-computable measure such as algorithmic complexity and, as we saw before, this comes in the form of a question regarding whether the object or sequence can be characterised as random or not random according to the length of the computer programs that can generate such object. 

One major challenge in modern physics is the proper characterization of network systems for use in fields ranging from physics, to chemistry. A common problem is the description of order parameters with which to characterise the "complexity of a network." Graph complexity has traditionally been characterized using graph-theoretic measures such as the degree distribution, clustering coefficient, edge density, and community or modular structure. 

For graphs, as well, one can find how the limitations of Shannon entropy and any other computable measure will require you to, first, define a feature of interest in order to apply the measure. Here, for example, is an attempt to come up with a very general measure of graph entropy where G is a graph and i is a property of the graph G, a property can be how many 1 and 0s its adjacency matrix may have or how the degree distribution of the graph looks like and we will see how H will depend on the choice of i making entropy to be quite fragile to the choice of feature of interest making entropy not to be a graph invariant. We also saw before how not having access to any probability distributions but only access to G traditionally leads to taking the underlying probability distribution of G for a given feature i denoted by P(G) is assumed to be a uniform distribution which makes entropy to behave as a simple counting function, counting how many times feature i occurs as we inspect G precisely for property i.  


We introduced a method to build a family of recursive graphs with maximal entropy but low algorithmic complexity, hence graphs that appear statistically random but are, however, of low algorithmic randomness and thus causally (recursively) generated. Moreover, these graphs may have maximal entropy for some lossless descriptions but minimal entropy for some other lossless descriptions of exactly the same objects, with both descriptions characterizing the same object and only that object, thereby demonstrating how entropy fails at unequivocally and unambiguously characterizing a graph independent of a particular feature of interest. We denote by ZK a graph (unequivocally) constructed as follows: 

Let a node labelled as 1 be connected to another node labelled 2 to be a starting graph G. If a node with label n has degree n, we call it a core node; otherwise, we call it a supportive node.  
Iteratively add a node n + 1 to G such that the number of core nodes in G is maximized. That is, we aim at adding nodes whose number of edges is the same number as their labels  
So we keep adding nodes trying to connect each node in a way such that, again, every node eventually gets the same number of edges than its label determines, so node 2 would have 2 edges, node 3 would have 3 edges, node 4 would have 4 edges and so on. Here we can see core nodes coloured in red when they have already reached the number of edges that their label establishes, and those nodes that are still missing edges are coloured in blue and we call them supportive nodes. Then we keep adding nodes and edges to each node in an iterative fashion, one node at a time but as many edges as needed to complete the edges of all previously added nodes marked in red. 

As it turns out, this simple algorithm determines a unique graph and constitutes a method that can be used to build a family of recursive graphs with maximal entropy but low algorithmic complexity, that is, graphs that appear statistically random but are, however, of low algorithmic randomness and thus causally (recursively) generated just like this one.  

Indeed, the degree sequence of the graph is the Champernowne constant in base 10, a transcendental real whose decimal expansion we saw before was Borel normal and thus of maximal entropy. This is because core node 1 has 1 link and core node 2 has 2 links and so on, so the degree sequence of this graph is near maximal entropy except for a smaller number of supportive nodes. Notice that one can also reconstruct exactly the same graph from its degree sequence as we have also proven. 

Interestingly, the sequence of number of edges is a recurrence relation built upon previous iteration values between core and supportive nodes, defined by a beautiful sequence involving the golden ratio. The brackets represent the floor function. 

But more important, when you look at the adjacency matrix of this graph, it turns out to be very sparse, that is, there are way less links or edges than its greatest possible number of edges among all nodes, and the number of possible edges increases exponentially while the number of actual edges grows linearly so the edge density of this graph vanishes and goes to 0  with the adjacency matrix having mostly all 0s also meaning that the adjacency matrix is of minimal entropy because it has almost nothing but 0s.  

This is a striking feature per design because both the adjacency matrix of the graph and the degree sequence of the same graph can uniquely reconstruct the graph from scratch so they are lossless representations yet, without knowing the generating source, one description of the graph suggests that the graph is almost maximally random and the other description suggests that it is minimally random hence having divergent entropic values for different features. This helps see how one can choose an arbitrary feature of a graph when it comes to assign it an entropy value and how this is different to algorithmic complexity that is invariant to object description and actually considers the generating mechanisms based on computer programs before making a  final call. 

Yet, as we know, the graph can be generated recursively by a short computer program that always produces exactly the same graph and is thus deterministic and of low algorithmic complexity. Here is a very compact computer program written in the Wolfram Language that produces the graph. 

In spite of its trivial construction, the ZK graph displays all sorts of interesting graph-theoretic, dynamical, and complexity properties. For example, the clustering coefficient of the undirected graph asymptotically converges to 0.65 and some properties increase or decrease linearly while others do so polynomially. And the different eigenvalues behave in non-trivial ways. And, as we just explained, the entropy of different graph descriptions (even for fully accurate descriptions, and not because of a lack of information from the observer point of view) diverge and become trivially dependent on other simple functions (e.g., edge density or degree sequence normality). 

While useful for quantifying specific features of the graph that may appear interesting, no graph-theoretic or entropic measure can account for the low (algorithmic) randomness and therefore (high) causal content of the network, and while algorithmic complexity is difficult to apply and may sometimes not produce the desired results for a lack of computational power, it can in principle deal with these cases, and we will see how we can actually, with new methods based on algorithmic probability, make good estimations. 

The standard way to address the question of the random nature of an object such as a graph is to generate graphs that have a specific property while being random in all other aspects in order to check whether or not the property in question is conserved or is atypical. So one would create random graphs of, for example, the same size, and then see how the graph in question looks like, either special or not, among those graphs. These approaches based on a so-called principle of maximum randomness will tend to provide a very rough estimation of what they are truly intended to quantify depending on what definition of randomness is used. 

This is because we just saw that doing this with entropy and basically any computable measure may not work and cannot be a robust approach mainly because it does not represent the mathematical definition of randomness but a strictly weaker version of statistical randomness. So one first question is, of course, if we can do better than graph entropy with some other alternative approaches. We will see how to try to fix this by replacing such principle also, sometimes called MaxEnt, by a principle based on computability and algorithmic probability theory. 


One common practice, as we have seen before, is to use popular lossless compression algorithms. However, as we have also seen in previous lectures and as we have demonstrated in several papers, compression is not much more powerful than Shannon entropy alone because the way in which they work in practice more related to the way in which entropy works. So in some way, current approaches to algorithmic complexity by way of lossless compression have been more related to statistical properties of the data than to algorithmic properties as algorithmic complexity as supposedly concerned. 

Additionally, in practice, applying compression to small objects is very hard because compression is not sensitive enough, you can do the test, as we have done before, trying to compress small non-random and random files and trying to classify them by compressibility and you will see that compression will fail at producing any reasonable results. This is because of the way in which they work encoding also the decompression instructions that are instable in the face of small data. 

In the next lectures, we will see how we can device a fresh alternative to estimating algorithmic complexity different to lossless compression based on finding short computer programs exhaustively. 
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So in the previous lectures we saw how computable measures such as Shannon entropy and even lossless compression have some limitations. Here we will introduce new concepts and alternative methods to measure algorithmic complexity by completely different means as those taken by classical information theory and different or complementary to the use of lossless compression algorithms to approximate algorithmic complexity. We will also see how measuring algorithmic complexity can help in analysing real-world data and produce candidate mechanistic models and therefore how it contributes to the discussion of causation. 

So by now you must remember the most basic definition of algorithmic or Kolmogorov-Chaitin complexity. The algorithmic complexity of a string or an object s is the length shortest computer program p that running on a Turing machine U produces s. 

Another suggestive way to read this formula is as follows. The string or object s can be an observation of the world, then we aim at finding models such as the computer program p that are generating mechanisms because they are computer programs that can mechanistically be followed step by step when running on a Turing machine. This interpretation is the same as the one suggested by another area called Computational Mechanics introduced by James Crutchfield and others. As we know algorithmic complexity is uncomputable because there is no algorithm to find and prove that a program p is actually the shortest, so what other people have done before is to reduce the power of the Turing machine on which the programs run, and thus of the computer programs themselves. For example, if instead of a Turing machine U is replaced by a finite automaton, a machine that is much simpler, then the quest to find short, or even the shortest computer finite automaton producing a string is possible, but this comes at a cost, the simpler the machine the easier is to find those programs but also those programs will capture less features of the observation to the points in which, just like Shannon entropy and other computable measures, those restricted models mostly model statistical properties. They are still very interesting because they offer mechanistic models, that is an automaton diagram from which more data can be produced to test a model. 

You can also see immediately from the definition how algorithmic complexity also captures Ockham’s razor, that is the assumption that the simplest generating model is also the most likely, in this case algorithmic complexity formalises Ockham’s razor by assuming that simple means shortest. This is usually considered a reasonable assumption in science, and it can even be said it drives science itself as we try to find simple explanations to complex phenomena. 

From the definition one can also see how algorithmic complexity offers a way to produce a mechanistic model that is constructible by algorithmic means, as both p and U are realisable, meaning that one can actually run it on a digital computer and follow step by step. 

One can also see how the model has to be compatible with the observation because of the equality between model and observation, and how this is possibly a very strict requirement as we would easily accept models that conform with the data and not necessarily a model that produces exactly every aspect of the data as it would be required from the pure form of algorithmic complexity. In some way this wouldn’t even be desirable because sometimes observations come with noise and we may don’t want noise to be represented in the model. 

And while K is uncomputable there are means to approximate it because, as we have seen before, it is lower semi-computable, which means, as you already know by now, that one can find upper bounds and make continuous improvements towards values of K. So, if we are not proposing popular lossless compression algorithms, how do we propose to calculate K?  

The answer is by exploiting algorithmic probability and the fundamental Coding theorem. The method is based on the idea that, contrary to the big data dictum, that small data actually matters, specially in causation. The main idea is that one can run all computer programs up to some size to see how many of them generate the same strings and then we continue running more programs to produce more data that is more strings and their associated frequencies providing estimations of their algorithmic probability. 

Then, by the algorithmic coding theorem we can convert those frequencies into an estimation of the algorithmic complexity of the string. The programs will be generative mechanisms or candidate models explaining the data, and the complexity values will serve as guides for us to compare models across data. 

As a reminder, the algorithmic Coding theorem established the connection between the complexity of an object and its algorithmic probability of being produced by a random computer program. The intuition behind the Coding theorem is the beautiful relationship between program-size complexity and frequency of production. What it means is that the less random an object the more likely it is to be produced by a short program. There is a greater probability of producing the program that produces the object, especially if the program producing the object is short. Therefore, if an object is compressible, then the chances of producing the compressed program that produces said object are greater than they would be for a random object. 

By way of the algorithmic Coding theorem one can approximate the algorithmic complexity of an object. So what we do is to look at the empirical output distribution of trillions of small computer programs and count how many times an object is produced. Those objects produced many times will have high algorithmic probability and therefore low algorithmic complexity and viceversa. 

Here are two key formulas to understand the method. Let the tuple n and 2 be the set of all Turing machines with n states and 2 symbols, and let D be the function that assigns to every finite binary string s the number of machines that produced s divided by the total number of machines of that size, then D of s is an approximation of the algorithmic probability of s and by the Coding theorem we can obtain K of s. For this reason we call our algorithm CTM standing for Coding Theorem Method. The greater the value of n we to calculate D of s, the better the approximation to both the algorithmic probability of s and K of s. D(n) can also be seen as averaging K over a large set of possible computer languages, each represented by a small Turing machine, in order to reduce the possible impact of the constant from the invariance theorem that we covered two units ago. Another way to see the method is as averaging over a very large number of short computer programs whose frequency is an indication of their complexity according to the Coding theorem. 

The CTM allows us not only to build an empirical distribution of computer program outputs from smaller to larger sizes, but once a string is generated for the first time among all the computer programs of the smallest size, we know which Turing machine is the smallest one producing a string and also the runtime of such a Turing machine. Here you can see a flow diagram of the algorithm behind our method. The idea is to start from the smallest possible programs and follow an enumeration going through all possible computer programs of increasing length, because we know that computer programs just as Turing machines are enumerable or countable, length here is quantified by number of states in a Turing machine implementing such computer program. Then we iterate through that enumeration looking for the output of each computer program to increase a counter indicating how many times every output has been produced effectively producing an empirical distribution related to the Universal Distribution that we will use to estimate the algorithmic probability of a string or an object.  

So we start with computer program 0, which means it has a label 0, where 0 has nothing special but is a small program among all possible that can be carried out by Turing machines with up to certain number of states, in this case 2 states because Turing machines with 1 state only do not compute anything, then we exhaust all programs of that size hence making irrelevant with which we started from the beginning before moving to the computer programs that Turing machines with 3 states can run, and so. 

Notice that we only explore Turing machines with empty input and you may wonder why and how could this be a complete exploration of all computer programs disregarding possible inputs. This is because Turing universality tells us that one can hardcode programs into hardware and the other way around. This is related to the concept of a stored computer program, you can always copy a computer program into a computer and the computer program becomes part of the computer and then you can call that computer program just by calling its name in this case its number, equivalent to clicking on an icon on your computer instead of introducing a floppy disk or a CD because it is already in memory. So when we go through all possible programs, even with no input, we know we are really exploring the whole space of computer programs including all those that can be fed or even reprogrammed with non-empty inputs. 

Once we run each computer program, we then ask if such a machine has halted, for which we cannot know in general, but for some cases we can, by, for example, using the values of the Busy Beaver. Because we know that Busy Beaver are the Turing machines that run the longest for a fixed number of states, so for that number of states if a computer program has not halted by the running time of the Busy Beaver then we know it will never halt and we can then just ignore that computer program because it will never produce any output. 

However, if it does halt, then we can look at its output and count how many times the same output has been produced before. Now you can see that some outputs will be produced with high frequency, because according to algorithmic complexity and the Coding theorem, if a string is very simple such as a sequence of 0s, then it will produced by many short computer programs. And in a second we will see if this is actually the case, because before this very simple experiment nobody knew. 

With these results we can then use the Coding theorem and make continuous improvements on estimations of both algorithmic probability and algorithmic complexity. Notice how powerful this is under the Church-Turing thesis establishing that everything that is computable is computable by a Turing machine. It means that we will eventually cover every possible model of natural phenomena if we had enough computational resources. We will see how we can partially circumvent or make a compromise between the lack of enough resources and the power of this scheme. 

Additionally, from this calculation, we also know which was the first and thus the shortest computer program producing a string and we also take the runtime of such a Turing machine which allow us to have an estimation of another seminal measure of complexity, Bennett’s Logical Depth (LD) approximated by this same Coding Theorem Method. As you may remember, Logical Depth is a measure of sophistication that is able to tell apart sophistication or deepness from simplicity and randomness defined as the computation time that it takes to decompress an object such as a string from its shortest compressed version. With this method we can generate all small computer programs and average their running times to get a value based on this Logical Depth measure which we will briefly use in the next unit as an example of an application to a real-world problem related to cognition. 

The calculation of these empirical distributions related to the Universal Distribution was everything but trivial and in some way it hasn’t finished and never will, we are still exploring larger rule spaces of longer computer programs to produce a greater number of computable models of the world for our purposes in our quest to tackle causation. The calculation did not only require all sort of hacks when dealing with running trillions of small computer programs and producing huge numbers of strings and values, but we also had to do the calculation in the most clever way to safe time. For example, we did not run all programs because we were able to know which programs would produce the same output by looking at their behaviour. For example, for each program moving the head to one side of the Turing machine tape, we know there are the same number of programs going to the other side of the tape, so we could complete the picture taking into consideration some symmetries. To explore all the computer programs of up to 4 states it took us about a week on a laptop to go through more than a trillion small computer programs but to explore all possible computer programs implemented by Turing machines of up to 5 states it took us a medium size computer with 30 CPUs running for 3 months. Currently we are conducting the next run on one of the most powerful computers in the world with thousands of CPUs, and we keep increasing the accuracy of our prior distribution, that is the numerical approximation of a Universal Distribution. You can see in this table that we also explored other spaces, such as computer programs that print in 2 dimensions, and Turing machines with more than 2 symbols to be able to quantify non-binary objects. 

As an example of one validation and sanity check among many that we performed, we were able to find that we were not only performing in line with what other methods do, such as comparing our distribution with the actual shortest computer program found following the formalism shown in the previous flow diagram, because as I said before, from the CTM method not only the frequency of production of a string is obtained, that is the number of computer programs that produce a string, but we also knew the first time that a string was produced and thus which is the shortest computer program producing that string for that computing model. So this figure plots actual instruction size, that is the number of instructions actually used in the shortest computer programs found versus the estimated algorithmic probability for each of these strings. So for strings from 2 to 12 bits we found that the correlation was very high, indicating we were in the right direction. One advantage of this numerical approach to an empirical approximation of the Universal Distribution is that we do not rely only on having found a short computer program generating an object but also in averaging all short computer programs found, so the method is more robust than simply finding a single short computer program. This also allow us to generate a set of mechanistic models explaining data. 

Then we of course compared our results against compression, in particular the popular LZW method using the Compress function, and we also found a strong correlation but we also found that compression was not only limited by the way in which popular lossless compression algorithms are implemented but are also extremely insensitive specially for small objects such as short strings like in this case, only producing a very coarse-grained view with a few distinct values for all the $2^n$ strings in comparison to the much finer-grained values of algorithmic probability approximated by our methods. Yet what we found is that what was not complex for compression algorithms, that is, what was highly compressible, had also high algorithmic probability, consistent with the theoretical expectation, because remember that high algorithmic probability means low algorithmic complexity, which is exactly what high compressibility means. However, the converse was not as strong, and there we had to look further to find out that the main difference is that our methods were identifying some strings that should be compressed but our compression scheme failed to do so unlike our methods that were suggesting that some strings should be of lower algorithmic complexity than what the compression algorithm was suggesting. We will see in the next lecture how we tested this and how that would help us to better deal with causality. 

So how the empirical distribution looks like? It looks like this. You can see immediately that it seems to make sense, more simple strings appear on top. And values follow an exponential decay exactly as predicted by algorithmic probability. We can see that most Turing machines produce a simple 0 or 1 and halt, and so on. And while you may think that this table is sorted by string length, it is not. 

Here on the right are some cases of longer strings that appear high in the ranking because they are simpler. We call these strings jumpers because they are far away from their length size group. By looking at this table and jumpers one can see algorithmic probability in action. One other advantage of precomputing this empirical distribution is that while its calculation is intractable in the best case, and is the most intensive computation possible, because it is bounded and even equivalent to calculating the Busy Beaver function, which we know are the most demanding computer programs, we only need to calculate this once. Once calculated one can implement a lookup table with keys the strings themselves, and the application becomes linear. Of course in the general case completing this distribution is uncomputable and thus unachievable, but this also means we will always have a job keeping us busy to make improvements over previous estimations. On the left table we have the table without considering the machines that never halted, but on the right we have the machines that never halted identified by an empty string epsilon. It turns out that 80% of Turing machines don’t halt in this space, and the greater the rule space, and the more computer programs, the less they halt. Still, by increasing the number of computer programs we produce more strings and can cover more cases. 

There is something else that may be of concern, that is the enumeration or the Turing machine model chosen and its effect on the empirical distribution. As you may remember by looking at the sketch on the bottom reproduced in one of the previous units, the invariance theorem tell us that we cannot be sure how fast the values of algorithmic complexity will converge in the face of changes of universal Turing machine or Turing-complete programming language even though the same theorem also tells us that eventually all values will converge up to some constant. So this would be a concern to our approach. How can we know if we are far off from estimations and that taking this particular enumeration from shorter to larger computer programs is instable at the beginning. Well, our numerical calculations suggest that this is not the case. We have shown that the method is well-behaved and seems not to diverge because in exploring greater rule spaces according to increasing Turing machine size, the output distributions converge while the differences remain very small and thus under apparent control. Notice that no other method is immune to this problem, including compression lossless algorithms, that is the problem of choosing a particular lossless compression algorithm against some other, the only way we can do is to see if in the application of the methods the results conform to the theoretical expectations and in our case it is the case. 
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In the previous lectures we saw how computable measures such as Shannon entropy and even lossless compression have some limitations. Here we will introduce a method that complements Shannon entropy and extends the power of the CTM method in the quest to seek for mechanistic generative models. We will also see how measuring algorithmic complexity can help in analysing real-world data and produce candidate models and therefore how it contributes to the discussion of causation. 

So in the last lecture we saw how we were able to produce an empirical distribution based on algorithmic probability and related to the Universal Distribution. But that method could only take us half way because despite the computational power that is required and that we put into its calculation we will never be able to generate all possible models by running all possible computer programs to find real-world models and cover real-world data. To go as far as to cover models such as Newton’s gravitation would probably require using the computational power of the entire universe to do it by brute force. In reality, while we produced values for strings up to length 30 or 40 bits, the longer the strings the less of them are generated so we had to find ways to carry this algorithmic advantage to larger pieces of data and to the generation of longer models. 

The Block Decomposition Method (BDM) allows us to extend the power of the Coding theorem by using a combination of Shannon entropy and algorithmic probability. The idea is to divide a piece of data into smaller segments for which we have algorithmic probability approximations, and then count the number of times that a local regularity occurs in data. 

The Block Decomposition Method (BDM) consists in discovering what we call ‘causal patches’ for which a computational model is found and thus low algorithmic complexity is assigned. In a Rube Goldberg machine, for example, even when there is a deliberate purpose to convolute a process the chain of cause and effect is all over the place and by focusing on those places one can find the mechanistic nature of something as obfuscated as this so-called automatic napkin in this famous drawing.  

BDM shows that the best solution to approximating generative models is to make the best use of both worlds, using each where relevant and practical and thus combining local estimations of algorithmic complexity in a clever way helped by classical information theory, basically covering each other’s back when they underperform, either because entropy cannot find causal patches or because the estimations of algorithmic complexity are limited to local and small pieces of data, then we have a much more powerful method that can deal with longer data and larger models. 

The idea is that we can cover any system or object as we have on the screen with as many local observations to feed our CTM method that is able to deal with small objects and then the aggregation of the information of all those pieces would give us a good idea of the nature of the dynamical system, and even give us a landscape of which pieces are of lower or higher algorithmic complexity telling us, for example, which regions may be subject to external sources of information such as noise. 

So this is how the formula for BDM looks like.  

BDM decomposes a piece of data X Into k smaller pieces for which estimations to their algorithmic content have been pre-calculated by CTM.  

But if some of those pieces are exactly the same we don’t just add them twice. This is because 2 objects that are the same should not have twice the same complexity.  

For example, a tighter upper bound of the algorithmic complexity of the string 10111 repeated twice is not their complexity added separately but the complexity of the program that repeats the same string twice. 

So estimations are cleverly added up according to classical information theory, because we know how many bits we need to produce a repetition which is the logarithm of the number of times that such object with index i is repeated. 

There are some other ways to do this even more sophisticated and we have explored many of them, for example not adding the complexity of 2 pieces that look statistically similar.  

So the more similar to each other, even if statistically, we know that we can write a computer program taking advantage of such similarity to only include the complexity of one of the pieces and then only add a fraction of another similar one to the first one. 

However, the performance of other ways to add up such pieces was similar for practical reasons so in general we will use this simple version unless we specify otherwise. There are some other parameters involved in the formula, l tells the size in which the object should be broken and m allows overlapping those pieces for a more smooth coverage like the one we saw in one of the Rube Goldberg diagrams. CTM, in contrast, requires the number of n states of the rule space from which the estimation of algorithmic complexity is made and k the number of pieces. 

You may remember that entropy produces a Bernoulli distribution when plotting entropy values of all strings up to some length sorted by number of 1s. Lossless compression also produce Bernoulli distributions typical of statistical measures suggesting that compression does not identify any non-statistical regularity among all strings that entropy could not already identify. However, when using BDM a very different distribution is produced and compared to the other ones after normalizing between 0 and 1, the distribution that results conforms with the theoretical expectation identifying some strings that should be assigned less randomness than what entropy and also compression assign them.  

This is the power we gain in connection to causation by following this approach and we belief it is fundamental because it does go directly into the kind of approach able to contribute in the challenge of causation, for this reason we call these gaps between the distribution, the causal gaps. As an example of strings with high entropy for any granularity and low compressibility but low algorithmic complexity, there are these 2 strings that turn out to be produced by many small Turing machines. 

So what would these CTM and BDM methods do with, for example, the binary digital expansion of a mathematical constant such as π that we know is of low complexity but is also random-looking?  

In some tests, we were able to show that our methods can, (A) even if weakly but statistically significant, tell cases such as π  and the Thue-Morse sequence apart from truly algorithmic random sequences in the same base and with the same length. CTM assigns significantly lower randomness (B,D–F) to known low algorithmic complexity objects.  

(B) If π is absolute Borel normal, as strongly suspected and statistically demonstrated to any confidence degree,  π ’s entropy and block entropy asymptotically approximate 1 while, by the invariance theorem of algorithmic complexity, CTM would asymptotically approximate 0, and this is the behaviour we found when applying our numerical methods. Smooth transitions between CTM and BDM are also shown as a function of string complexity indicating that the combination of entropy and carrying out an algorithmic measure able to capture local algorithmic complexity is sound.  
 
An interesting property of BDM is that because we can continue updating the values of CTM, BDM can also always be improved and it is optimal in that the worse BDM can do is to behave as Shannon entropy as we proved in this paper, but by taking these local estimations of algorithmic complexity, we combine the best of both worlds, so we keep the statistical power of Shannon entropy and bring local improvements to detect small causal patches along the way, giving us key insights into the nature of the objects of interest. 

Remember that we can freely talk about the entropy of π only because as an observer we may not know that it is π, otherwise we would not need to apply entropy to the sequence, we would simply say that as a deterministic process π is of the lowest entropy because no digit in its expansion comes as a true surprise. But as an observer this is very different, we never truly have access to the generating source or, otherwise said, the associated distribution in which an object such as π would belong to a distribution with only π as element. But as an observer, just as it happens when we throw a dice, we have no access to all the information about the object and we are forced to apply methods such as entropy, compression or our methods and they would compete at detecting features other than pure randomness where we know no randomness exists. 

Many tests can be performed to see if the measures based on CTM and BDM conform to the theoretical expectation, are robust and well-behaved. We know, for example, that sorting strings by complexity and measuring their logical depth one should get a concave down curve because logical depth assigns shallowness to both simple and random strings, with only the strings in the middle of those cases assigned high logical depth. And this is exactly what we get when sorting strings by CTM and BDM but not when sorting by compression or entropy even though CTM and BDM are generalisations but also improvements over both entropy and compression. In the next unit we will see more tests that provide more evidence of the stability and robustness of CTM and BDM. 

To illustrate how CTM works, this is one example of a model found by CTM. The rule of the Turing machine shown on top produces the string 0011110001011 and the Turing machine represents a generative mechanistic model. There were only very few short computer programs able to generate the string and the string is therefore of high algorithmic complexity, yet the string is produced in relatively short time and thus has low logical depth or is shallow.

To illustrate how BDM works let S be an observation, for example, of the evolution of a dynamical system in space and time t but we only see the last evolution, for example a long string such as the one on the screen. Then the estimation of the complexity of S over space or time, finding algorithmic models reproducing S or versions close to S is obtained by the aggregation of smaller models to produce a set of candidate larger generative models producing and mechanistically explaining S. We call algorithmic sequence model to the aggregation of smaller models constructing a larger model explaining an observation. This process will be the basis of what we call Algorithmic Information Dynamics and on the screen is an example of a string that can be composed by the output of various Turing machines of different behaviour and complexity but putting them together constitute a model for the entire longer string. So we do not only assign meaningless complexity values to strings but we also produce the computer programs or sequence of computer programs that can generate or explain those strings or objects and constitute models of those objects.

Estimations of CTM and BDM and even Logical Depth can be obtained online through an online complexity calculator that we have developed which is in permanent development and is currently a quite sophisticated piece of software showcasing many of our methods. Of course, for heavy duty analysis you should rather use our stand alone programs in several programming languages including of course the Wolfram Language but also available in many others. 

The Online Algorithmic Complexity Calculator has evolved and will continue evolving over time while we incorporate more features. The current version is not only able to retrieve CTM and BDM values but also perform interventions to data such as graphs in the way in which we will see is necessary for Algorithmic Information Dynamics. And as we speak we are working on even more sophisticated features that we think will be of value to areas such as machine learning. 

In conclusion, by introducing CTM and BDM in contrast and in complementation to other measures such as Shannon entropy we have seen how important algorithmic information theory and the role of Computability theory is in the challenge of causality in science in the 4th revolution towards model-driven causal discovery. In the next short animated video you will find a summary. 
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So in the previous lectures we saw how computable measures such as Shannon entropy and even lossless compression have limitations just as algorithmic complexity has also the limitation to be semi-computable, yet putting both Shannon entropy and algorithmic complexity are stronger than any of them by their own. In this lecture we will see how we can define native measures of complexity for graphs, networks and tensors, tensors are objects in higher dimensions. 

We saw how algorithmic complexity is, in principle, more robust than the application of entropy in practice. This is because algorithmic complexity is invariant to object description up to some constant. But entropy requires a feature of interest and when changing the point of view of the observer from, for example, a degree sequence to an adjacency matrix, values may diverge such as in the artificial graph that we presented before for this purpose. In a very popular book, Gell-Mann, a very famous physicist that won the Nobel Prize in 1969 thought that the challenge of graph complexity was fundamental in the new science of complex systems and claimed that any reasonable measure of complexity should have both completely disconnected and completely connected graphs to have minimal complexity. Here we will not only show that we can conform with this basic requirements with our methods based on algorithmic complexity can say and do a lot more.  

First, there is one obvious realisation to make, that we have 2 extremes or lower and upper bounds for the algorithmic complexity of a graph of fixed size. On the one hand, it is not difficult to see how a fully connected or fully disconnected graph should have low algorithmic complexity, because their descriptions, and the computer programs implementing them, are completely trivial. In the case of a complete graph it suffices to connect every given node, and in a fully disconnected graph it suffices to keep everything disconnected. In both cases, the shortest descriptions of the graphs are very simple and involve basically the number of nodes. So the algorithmic complexity of these graphs is a function of the logarithm of their number of nodes. In this case, if the set of nodes is N, then the logarithm of the size of N is a good approximation of their algorithmic complexity. 

On the other hand, in a truly algorithmic random graph, one in which the way in which edges are connected cannot be compressed, the algorithmic complexity of the graph grows as a function of the number of edges, because the only way to specify them is one by one given that they are connected at random. 

Also notice that when we talk about the complexity of a graph what we will be doing is to estimate the complexity of the adjacency matrix of that graph. This is robust because the adjacency matrix of a graph is an invariant of a labelled graph and is a lossless description of the graph, meaning that from the adjacency matrix of the graph one can uniquely fully reconstruct the graph without any loss of information. We also know that, because of the invariance theorem, describing the graph in any other way, as long as it is without loss of information, meaning that their complexity will converge up to a constant or, in other words, the complexity of any description of the graph should be about the same according to the invariance theorem. 

But how do we estimate the algorithmic complexity of a 2-dimensional object such as a matrix? In particular an adjacency matrix associated to a graph? What we do is a clever minor hack to the original Turing machine model. Instead of using a Turing machine with a one-dimensional tape, we replaced the tape for a 2-dimensional grid and allowed the Turing machine transition rules to also explore the up and down directions with its head. So the question of the complexity of a graph in our context using the Coding theorem method turns out to be what is the probability that a 2-dimensional Turing machine produces the adjacency matrix of a graph. Notice that this kind of Turing machine had been introduced before with other purposes by Chris Langton under the name ‘Turmite’, a combination of Turing and termite because of the way the grids look like like an ant walking on a region. 

Here is an example of the rules of a 2-dimensional Turing machine capable of generating a graph by producing a 2-dimensional grid. You can see that the only change to the original formulation is that the tape is now a grid, and the head can move up and down. Just as in the case of 1-dimensional tape Turing machines, very simple squares consisting of a single cell are the most produced and therefore of lower algorithmic complexity. The chief advantage of having extended the model of the Turing machine is that, because 2-dimensional Turing machines are simply another kind of computer program, everything in the theory still holds, including all the theorems that we have explored before, and so we can still apply the Coding theorem and rely on the invariance theorem, for example. 

These square matrices, for example, are the reduced set of all cases of 3 by 3 matrices produced by all 2-dimensional tape binary Turing machines with up to 4 states. Reduced means that we are not showing here all the symmetries, so the 3 by 3 matrix with only black cells, for example, is not shown because is a simple transformation from the 3 by 3 matrix with all-white cells. This is a simplified way to see all cases in a more compact way. First thing to notice is that these patterns look like going from simplicity to randomness, when sorting by frequency of production, hence conforming with the expectation of the Coding theorem and it also provides evidence in favour of Ockham's razor because we can see that according to algorithmic complexity and the Coding theorem, the most likely explanation is also the simplest, even if simplest here is intuitive but for all practical purposes our work can be considered a formal vindication of Ockham's razor and Epicurus Principle of Multiple Explanations. 

So while algorithmic complexity was considered to be the formalisation of Ockham's razor and Epicurus Principle of Multiple Explanations, whether they actually conformed with our intuition for simplicity was something not known because shortest and simplest do not necessarily mean exactly the same, the later is something more precise and the former something that calls to the intuition. 

Here, in subfigure A, is one of the simplest patterns generated by most 5-state Turing machines only after the most popular pattern, the all-white and all-black pattern, this is a simple cell turned on. Followed by subfigure B, the most complex object generated in the same rulespace. In fact, is not the most random case because we could not generate all the objects of that size, so actually is among the lowest complexity squares for that size. Interestingly, it does look like a tree. On top, the subfigure with letter C are what we call jumpers, which, as expected, are simple matrices that appear high in the output frequency distribution far away from their array group size. 

We can of course generalise this complexity measure to any dimension by replacing the 2-dimensional Turing machine tape by an n-dimensional tape. In 3D I like to think in the way 3D printers work, I would call it the 3D printer complexity and combined with the concept of Logical Depth, one could get an idea of a sophisticated object by the time that one would need to wait for a sophisticated 3D object to be printed by a 3D printer. 

One restriction is that, as we have seen before, the method cannot keep producing matrices of arbitrary length and so we also apply the BDM divide-and-conquer method producing block matrices of smaller size for which we have estimations of their algorithmic complexity and put together can provide an idea of the nature of the larger object.  

There are all sorts of technicalities when making this mapping. For example, in this case, the graph has 9 nodes which is a multiple of 3 so the block matrix of the adjacency matrix of the graph can be partitioned in 3 square matrices of the same size, but this may not always be the case, perhaps a graph has 10 nodes and we would then have to divide the large matrix into smaller matrices of different size, or we could stick to matrices of length 3 but allow overlapping. We call these options that deal with the boundaries the challenge of boundary conditions of BDM. What we do is to simply divide the graph into the largest possible number of matrices and then sum their complexity in a clever way with BDM just as we did with BDM over strings. 

BDM can also be generalised to any dimension but one has always to take care of the way in which the decomposition of the original object may produce left overs at the boundaries. However, we have proven that such errors due to uneven partitions are under control, they converge and can even be corrected. One way to deal with the decomposition of n-dimensional tensors is to embed them in an n-dimensional torus (n=2 in the case of the one depicted here), making the borders cyclic or periodic by joining the borders of the object. Depicted here are three examples of graph canonical adjacency matrices embedded in a 2-dimensional torus that preserves the object complexity on the surface, a complete graph, a cycle graph and an Erdös-Rényi graph with edge density 0.5, all of size 20 nodes and free of self-loops. Avoiding borders has the desired effect of producing no residual matrices after the block decomposition with overlapping. 

Something that we have also numerically shown is that the complexity of any adjacency matrix of an unlabelled graph is, in practice, a good approximation of the complexity of the labelled graph and the other way around.  

We have also provided evidence that our methods were able to deliver the expected numerical results, showing not only that unlabelled graphs with different adjacency matrices have about the same complexity but also that graphs that belong to larger automorphism groups were less complex than graphs that belong to smaller automorphism groups. This is also something that could have been expected, because the number of graphs in a group is the result of the number of symmetries that the graph may have and thus the more symmetry the more patterns one can find to compress the graph. An automorphism group can be seen as the group of all labeled graphs structurally equivalent to some other labelling of itself. 

We tested this on more than 250 well-known graphs with different symmetries belonging to automorphism groups of different sizes and we found it to be the case. Simple graphs like complete graphs are algorithmically simple and belong to large automorphism groups. Other cases, such as lattices are algorithmic simple and have also a low automorphism count but more complex graphs such as Cayley graphs are in automorphism groups with only themselves and turn out to be algorithmic complex.  

Furthermore, we proved that the algorithmic complexity of an instance of an automorphism group is equal to the complexity of any other graph in the automorphism group because there exists an algorithm that can be implemented in a short computer program and is thus of almost fixed size that produces all them and it suffices to number them in order to pull out a specific one. In other words, the algorithmic complexity of a labelled graph is about the same as its unlabelled version and viceversa. 

We tested the methods in many other ways. For example, 2 tests involved dual and cospectral graphs. A dual is a graph whose vertices were exchanged by edges and edges were exchanged by nodes. The algorithm to convert one into another is very simple and can be implemented by a short computer program and thus we know that dual graphs should have about the same algorithmic complexity. Co-spectral graphs are graphs that have the same graph spectra, that is the sorted eigenvalues from largest to smallest. And it is not trivial to find co-spectral graphs. 

Yet, in both cases, we found that our method performed very well, and consistently better than other algorithms to approximate algorithmic complexity such as popular lossless compression algorithms such as LZW. 

We also tested against BZIP and Shannon entropy. 

One concern in our methods could be raised by our measures sensitivity to changes in the computing model and not only when exploring larger spaces following the same Turing machine model. Well, here we have the 1D versus 2D values of algorithmic complexity for the strings generated by both models, that is, using 1D and 2D Turing machines so effectively changing the model more dramatically than simply exploring larger rule spaces, and the rank correlation turns out to be perfect. 

A simple test and application of BDM is to use it to sort images, in this case space-time diagrams of Elementary Cellular Automata. One can see that the Elementary Cellular Automata with typically known complex behaviour such as rule 30 come last, while complex rules such as 110 come high but not the highest, and all simplest cases come first when sorting from weakest to largest BDM values. 

When compared to compression we basically yielded the same results. Which is good as we performed equal or better than the best other available approach to approximate algorithmic complexity. Notice also how we did this, as an illustration of the way in which the BDM method works by generating the block matrix of the original Elementary Cellular Automata for which we have estimations of their algorithmic complexity. Then putting everything together we can provide a value for the larger object and even the computer program able to generate it we can have access to. 

The question is of course what we gain with BDM as compared to other methods. One way to see it is the following, let’s say that 
On this axis we have entropy and 
in this other axis some other computable measure, can be a graph-theoretic one. 
What an algorithmic measure does is to tell apart fake cases of random nature from truly random ones, which is one of the most important features that we want to know about data or a network. A non random network is likely generated by some mechanism and is thus a piece in a chain of cause and effect yet other measures will collapse all those cases into a single one, blindly assigning properties that may mislead someone not interested in a particular property but interested about the algorithmic content and causal nature of the object. 

Another way to see it is with this other diagram,  you may remember the typical Bernoulli distribution that plotting the entropy values of a full set of strings of fixed size would make. what we are doing is to add an additional dimension to the study of objects such as networks, a dimension related to the algorithmic, mechanistic or causal nature of the object. With this extra dimension we can separate Erdos-Renyi graphs that are generated pseudo-randomly versus E-R graphs that are truly random, that is, they cannot be generated by a computer program much shorter than the graph itself.  

That is, the difference between a recursive graph such as the graph that we introduced before with a near maximal entropy degree sequence and a graph that is algorithmic random which is fundamental, telling apart recursively generated graphs that may generate a random looking graph that has been generated from a mechanistic generative program from graphs that are truly random. 

In this diagram we can also find another type of networks such as scale-free that may cover a large area but we know an element of randomness exists coming from the preferential attachment algorithm and that such a process can be emulated or can be algorithmic random so these graphs can span a large area on this surface. 

The same for small-world networks whose rewiring probability would determine its place in the diagram but usually would be of low algorithmic randomness. 

On the other hand, there are 2 points common to both statistical randomness and algorithmic randomness in cases such as the fully disconnected and fully connected graphs, that are located at each extreme of the plot and reach a maximum of entropy when the edge density is about 0.5. In the next lectures we will see how we can exploit all this places in which a network or an object can be and even how to manipulate it and what does it mean to move them from one place to another. 
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In this lecture we will explain what Algorithmic Information Dynamics is. First of all, when defining a complexity measure, why would we need a measure of complexity at all? Suppose you are interested in diseases investigated by gene behaviour, and we identify a set of genes that are more complex than healthy genes, why would that information would help us in any way? A complexity measure should only be advanced if one can learn something from its application and tells you something about nature or behaviour of the system. 

So what is Algorithmic Information Dynamics? It is a new field that can be considered part or an alternative to the challenge of inductive inference to which other very interesting approaches have also contributed, in particular the fields of computational mechanics as introduced by James Crutchfield, general artificial intelligence as defined by Marcus Hutter and of course algorithmic probability as defined by Solomonoff, Chaitin and Levin.  

The main advantage of our methods based on algorithmic probability is that they do not constraint the computational power of the models that can be abstracted to explain a piece of data, so instead of using Markov chain models or finite automata that are of lower computational power than Turing complete automata and may miss some aspects of algorithmic content, our proposal is not artificially bounded in any way and tries to take advantage of the unrestricted nature of the models that can be produced and considered, that is the full power of context-free grammars and Turing-complete computer languages. A disadvantage, of course, is that the space is even larger and its exhaustive exploration ultimately impossible due to uncomputability results, but we have shown that numerical approximations can give us an edge in the challenge of causation and thus it is worth it to try and push these boundaries. 

To illustrate the core ideas behind the theory and see how Algorithmic Information Dynamics can be applied, let me use a very popular discrete dynamical system, a 2-dimensional cellular automaton better known as the Game of Life because of its similarities to some basic but essential properties of life such as life, death, reproduction, mobility and interaction. You can see how starting with some random initial configuration, persistent patterns emerge. And in the density diagram one can see that some patterns are more resilient than others. 

Another way to visualise the Game of Life is with a space-time diagram, so because this is a 2-dimensional cellular automaton, adding time would create a 3-dimensional object showing the evolution of the cells over time. Now, as observers we may always have a slice of the space and time but rarely full access to the generating rule that in this case is shown on top. So as an observer we may always have a partial view at a given time. This is important to realise because we will ask about the algorithmic complexity of the evolution of certain patterns even though the algorithmic complexity of the entire system is always the same disregarding time and space and thus the generating rule is always the same.  

So, as we had seen before, the algorithmic complexity of a deterministic dynamical system at any time is always the same except for the term accounting for the runtime t which is in the order of the logarithm of t. But we can still ask about the algorithmic complexity of a small observation window in a slice and snapshot of the space-time of the cellular automaton because there may be mechanisms that can explain in shorter terms a single pattern as compared to the whole system. Additionally, while there is nothing random in a deterministic system, when interactions happen outside the observation window but affecting inside the window, those interactions may appear random not only to us but to any tool trying to characterise its behaviour isolated from the rest of the system. 

The Game of Life is some sort of ecosystem in which patterns emerge from the interaction of particles that appear and evolve according to the rules of the this cellular automaton. Here, for example, we have the most popular pattern in the Game of Life called a glider, a glider is a set of cells that seem to move together in an orderly fashion and can be considered to be a single entity because it is its continuous interaction that makes them persist over time and space. A glider only occupies 9 cells in a square matrix of 3 by 3 and so we can always zoom in close enough to follow the evolution of a glider. One can see, from the bottom of the figure that the glider moves but in doing so it actually remains in only 4 different configurations in what would be a cycle attractor if no other particle interacts. The cycle has period 5 because once the pattern repeats itself then produces the same sequence of behaviour every 5 steps. 

So we can apply BDM, the order parameter in this plot, to study the change in complexity of this pattern evolving over time, and we can see that actually the complexity cycle is shorter than its configuration cycle, a period 2 versus a period 5. So to this very simple idea is to what we call Algorithmic Information Dynamics, in this case illustrated with a very simple case that already tells us something interesting, that the complexity of the glider comes in 2 types only because, now is clear, every 2 steps the glider is actually a rotation of the configuration of its 2 previous steps. 

One can perform this same analysis to other patterns that coexist in the ecosystem of the Game of Life where global rules dictating the behaviour of the system are out of reach but BDM would help us to analyse an observation window around a region with an evolving persistent pattern. And then all sorts of interesting patterns can be traced in detail and better understood by characterising their change in complexity over time. Here, for example, we have cases in which symmetry, preservation and decay characterise the various emergent patterns of size up to 4 by 4 in the Game of Life. 

This is how all small particles in the Game of Life can be traced in detail, some of them die out after a short period of time but some others may continue indefinitely evolving. In fact, the Game of Life ahs been proven to be Turing-universal which means it can get into infinite computations and can produce any number of different and open-ended forms hence increasing or decreasing the local algorithmic complexity of different regions of the automaton. Here from left to right we have 12 small patterns up to 4 by 4 matrices that evolve. 

So what about the characterisation of events. Events also happen in the Game of Life, and they are actually the responsible for the emergence of new particles in the cellular automaton, so they are fundamental for the system to remain alive, so to speak. Here are different types of collisions of the famous glider, one can produce artificial collisions, place the particles in specific places to wait for them to collide knowing how they’ll move. There are 4 type of these collisions involving up to 4 gliders. 

In a 4-particle collision new particles are created both temporarily and then permanently, although the resulting particles are static even if stable or persistent. I call this particle interaction a ‘near miss’ because the particles seem not to touch each other even when they do interact and lead to a small increase in algorithmic complexity before settling into a configuration of lower complexity than the original particles, all consistent with what we see in the evolution, as particles colliding momentarily generate new information that the cells in the observation window can explain only to a few steps later converge to a low complexity static configuration. 

Not all collisions are the same. One can have the same 4 particles but arranged in a slightly different square matrix leading to a longer transition of new particles and a different cycle attractor with period 2, as this last configuration or fixed point cycles between 2 configurations can show. 

2-particle collisions in diagonal lead to annihilation, and this can be traced by BDM in detail. 

And some collisions even lead to open-ended emergence of particles of never ending dynamics. 

At the end, the algorithmic dynamics of all cases can be aggregated and a clear pattern emerges, there are basically 3 type of collisions among particles of up to 4 gliders. Some produce more diversity of other particles and others simply decay. In both the density plots showing the attractors and basins of attraction, and also the plots of the algorithmic dynamics this can be witnessed. We will see how we can come from tracking particles and characterising events to reconstructing the dynamics of them by using Algorithmic Information Dynamics. 
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So in the previous lesson we saw how we can trace in detail the algorithmic information trajectory of objects and events evolving over time. Here we will see that we can move from being observers to being drivers of how systems can change. 

For this, we will introduce a causal calculus based on algorithmic information dynamics. The is based upon perturbing objects or systems according to a sequence of interventions that lead to different possible trajectories. For example, let S be a non-random binary file containing a string in binary: 

10101010101010101010101010101010101010101010101010101010101010 

Clearly, S is algorithmically compressible, with pS = “Print(01) 31 times” a short computer program generating S. Let S’ be equal to S except for a bitwise operation (bitwise NOT, or complement) in, say, position 24: 

10101010101010101010100010101010101010101010101010101010101010 

A short computer program that generates S’ can be written in terms of pS that can already account for most of the string except for the perturbed bit, which pS’ has thus to account for. A candidate program can be pS’ =“Print(10) 11 times; Print(000); Print(10) 20 times”. Clearly, the length in binary of the computer program pS generating S is upper bounded by |pS’|, the length, in bits, of the computer program pS’ generating S’.  

We have that the relationship of their algorithmic complexity C is: 

C(S) < C(S’) 

for any single-bit mutation of S, where C(S) = |pS| and C(S’) = |pS’| are the lengths of the shortest computer programs generating S and S’.  

Notice also that we have here induced a point mutation in the form of perturbing a bit and flipping it from its original value, but if this sequence were a dynamical system, all the pointwise mutations could have been state transitions in a dynamic space, so these mutations are also covering the different one bit possible orbits or trajectories of this object and we can cover in principle many more by continue making perturbations. So not only this is a causal interventionist calculus but also considering the changes of complexity that different orbits of the same object.

Perturbations can be of 2 opposite types when it comes to changing the complexity of the underlying model explaining the data. One kind are the perturbations that move an object towards randomness and the other kind are perturbations that move the object away from randomness.  

To illustrate it we have this example, the kind of perturbation to be applied will be, again, bit deletion and the object to start with will be a binary a string. At every step we produce all possible single-bit mutations of the previous step and keep only the mutated string that moved the string closer or farther away from randomness. You can see how pushing a string that is composed by a simple substring followed by a random-looking string towards and away from randomness using BDM actually extracts the correct substring. This process of interventions is at the core of the causal algorithmic calculus and algorithmic information dynamics as applied to, for example, to strings before moving to more sophisticated objects such as networks. 

Here is another type of perturbation that minimise the object shifts towards or away from randomness, we call them neutral perturbations because they maximise the preservation of the main features in data. You can see how the shorter string in the last step still seems to preserve some of the features of the original string such as the turns between 0s and 1s but it has been significantly reduced in length. 

Random data reacts different to guided perturbations. Let S be algorithmically incompressible, that is, algorithmic random. This means that S has no generating mechanism shorter than the string itself and can only be generated by a computer program of the form pS = Print(S), which is not much shorter than S itself. Let S’ be the result of negating any bit in S just as we did for S and S’. Then pS’ = Print(S’).  

There are 2 possible relations between pS’ and pS after a single bit perturbation (bit negation), either pS < pS’ or pS > pS’ depending on S’ moving towards or away with respect to C(S). However, perturbing only a single bit cannot result in a (much) less random S’ because pS = Bitwise(Print(S’),n) can be used to reverse S’ into S which is random, but both Bitwise and n (the bit index to be changed) are of fixed and small length and so do not contribute to the already high algorithmic complexity/randomness of the original random string  (which can be of any length). So all perturbations are neutral when we face a random object! 

This means that perturbations to an algorithmically random object have a lower impact on their new candidate generating mechanisms (or lack thereof) than perturbations to non-random objects---with respect to the generating mechanisms of their unperturbed states---and thus this effect can be exploited to estimate and infer the causal content of causal and non-causal objects. In an algorithmically random object, any change goes unnoticed because no perturbation can lead to a dramatic change of its (already high) algorithmic complexity. Real-world cases will move in an intermediate region between determinism and randomness.

The principle on which this causal calculus and algorithmic information dynamics is based on, is the principle that we have mentioned before. The principle of the conservation of algorithmic complexity in deterministic isolated systems evolving over time. In other words, the rate of algorithmic complexity change is constant and changes by at most a very small logarithmic term as a function of time when time is needed to specify a particular time, otherwise the algorithmic complexity of such a system is always exactly the same because it is all generated by the same generating program.  

Here, for example, is the Elementary Cellular Automaton rule 30, which is deterministic and once started with an initial condition can be isolated. No matter where the evolution stops, the algorithmic complexity of the cellular automaton is always exactly the same as the rule has never changed and only the time is needed to reproduce exactly the same object. So after 1 step, 2 steps, 100 steps or any number of steps, the algorithmic complexity of the object remains almost the same except for the logarithmic term that for all purposes can be neglected.  

But if a system is perturbed from the outside, and such a perturbation cannot be explained by the system’s rules, then the algorithmic complexity of the system from that point on will be different or will suffer a noticeable change at that precise point, so we can know important information by detecting every time that a system deviates from its normal course, it is perturbed or any of its parts behave random precisely by looking at how removed it is from its original algorithmic complexity. 

Networks can be seen as generated by computer programs too. Here on the left we have some examples of computer pseudo code able to describe the networks on the right. And we can see how applying perturbations to the network on the right, such as deleting an edge or a node would have changes in its generative model on the left depending on the algorithmic complexity of the network. For example, in a complete graph, deleting a node does not change the generating program because the resulting graph is still a complete graph and we can regenerate the original graph with the same computer program with no need to make any modification.  

However, in a random graph, one in which the description of every edge is necessary to describe the network, every change to the network produces a significant change on the computer program yet such a change at the level of the computer program is small compared to the long length of the computer program describing the original random graph and so the model remains of almost the same length.  

Finally, when the network is neither trivial nor random we have that the computer program is of small size but modifications to the data, in this case the network, would require a major change on the explaining model. This means that by having a rough estimation of the complexity of the original object and performing perturbations on the object we can tell apart trivial and random cases from complex cases by seeing the effect of perturbations on the generative model. 

In this way, we can colour every element of a network by its contribution to its generating model, just as we said, in a complete graph shown in figure A, all nodes are neutral because they have no noticeable effect in the generating mechanism that can regenerate the graph, because the original and mutated graphs are both complete graphs. But randomly removing an edge from a complete graph produces a major effect in the model explaining the original graph so all edges are coloured in red in figure B because their removal moves the object towards randomness. In a random graph like the graph in figure E, all nodes and edges have very little effect in the original already long model explaining the random graph, and sometimes in less trivial and non-random graphs some changes move the graph towards simplicity too, for example by removing colliding edges from an otherwise unidirectional path graph as in figure D the graph moves towards simplicity or away from randomness and thus they are coloured in blue. But we do not have to colour elements in binary, or trinary with only 2 or 3 colours, we can do it with all the colour spectrum and have a more finer grained picture of the way in which perturbing elements in an object such as a graph would change the causal properties of the graph as dictated by its underlying generating mechanism. And we can classify networks by whether they are blue or red shifted, meaning that most elements of a graph can move the graph towards or away from randomness, giving us a vector of interesting features that effectively provide a ranking of the ways in which an object can naturally or artificially be moved. 

The spectra can also be plotted as a curve that we will denote by sigma G, we call it an information signature that consists in ordering the values of the elements of an object from positive to negative contribution to the original object. Positive elements move the object away from randomness while negative elements move it towards randomness. Different graphs have different characteristic signatures. For example, in a perfect algorithmic random graph all elements would be neutral, but in pseudo-randomly random graphs elements will accumulate around 0 with most of the standard deviation on the positive side and then a small negative tail. This is because it is, in general, easier to move a random graph away from randomness than further to randomness if we assumed that the graph was already random. In a simple graph, such as a complete graph or a fully disconnected graph, all elements such as nodes, would be neutral and thus the signature is a constant around 0. Finally, complex networks will have elements on both sides, and if they produce an edgy inverted S shape it can be considered critical, because basically any perturbation dramatically changes the nature of the object and moves it towards or away from randomness. Notice also that while these critical can exist for algorithmic probability, they cannot for measures such as logical depth, because dramatic changes of logical depth by changing only one element at a time are impossible, this is because of a law of slow change coming from the fact that one cannot shortcut introducing a lot of computation to either increase or decrease the logical depth of an object in a few steps. 

So now we can ask whether moving these networks in the algorithmic complexity space can move them in any other way in an educated or predictable way. Questions such as what kind of topology is changed or preserved when pushing or pulling objects towards or away from randomness are very interesting, and what would tell us to move networks on the algorithmic complexity space if such networks had dynamics on them such as Boolean networks would also be very interesting. 

Here are some examples of the way in which we can numerically move networks with algorithmic information dynamics and our causal interventionist calculus. In figure (a), for example, is a complete graph, denoted by K, that is pushed away from randomness by edge deletion and produces other complete graphs after 10 and 19 steps respectively starting from the complete graph with 10 nodes as it was expected. In figure (b) we show an example of pushing a network towards randomness, as it would have been expected the result of pushing a complete graph towards randomness produces an E-R graph approaching edge density equal to 0.5 also as theoretically expected. In figure (c) pushing a random graph towards simplicity reveals structured subgraphs after 32 and 41 steps contained in the original random one thereby revealing structure in randomness by single artificial perturbations. In the next unit we will start with examples to show how we can reprogram networks not only in this sense but how moving them in the algorithmic complexity plane actually make systems provided with dynamics to behave in different and rather controlled ways. 
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We saw previously how we can track qualitative changes of objects and events with quantitative measures based on indexes such as BDM. We will see now how we can use the same concepts and methods to reconstruct dynamical systems from disordered observations. 

We have here again an elementary cellular automaton, our favourite guinea pigs to illustrate how algorithmic dynamics and our algorithmic causal calculus works. This is rule 254 which basically turns every cell black producing a characteristic cone, the cone actually defines the region of influence of the initial condition, in other words nothing outside the cone is affected by the initial condition, and the cone defines the only region that can be potentially causally influenced by the initial condition both in space and time. Remember that times flows downwards.  

It is clear how a generating model for this cellular automaton would be short and, after applying any change to the cellular automaton it would make the candidate model explaining the perturbed version longer and of greater algorithmic complexity. So the whole cellular automaton can be coloured in red except for the last step, that is, as we have seen before, is of neutral nature because the model generating the cellular automaton with or without the last step will be exactly the same.  

But after applying several bit perturbations to a row as marked in blue, then deleting such row would make the cellular automaton simpler. So we can see how we can identify different parts of a dynamical system by perturbing different regions of the system, and how to identify different perturbations performed to such a system. 

Once shown how algorithmic information dynamics helps us identify those elements and regions in a dynamical system, we can show you how this new interventional calculus can help us reconstruct the space-time evolution of a dynamical system using, again, Elementary Cellular Automata.  

Here are the regular space-time evolutions of a number of cellular automata rules followed by a reconstructed space-time evolution from a randomly row-scrambled version of the same automaton. The reconstruction is done by identifying the lowest algorithmic complexity configuration among all possible 9! = 362880 row permutations emulating all possible scrambled versions, that is for up to 8 steps plus the initial condition hence 9. We are not showing the scrambled versions because it wouldn’t make much sense, just imagine we scramble them and we show you the result of the reconstruction from a disordered version of the original evolution. The values at the bottom of each case are the Spearman correlation values between the original and reconstructed. 

As you can see correlation values are very high most of them close to 1 meaning that we were able to reconstruct the original systems or very close to do so, in all cases we captured the qualitative dynamics even in those with low correlation value. So here you can see how you can capture something more fundamental and algorithmic that statistics and correlation cannot easily see. Look at rules 57, 9 or 73, the reconstructed versions clearly captured some qualitative features of the original cellular automata yet this is not reflected in a value such as Spearman correlation. 

But this other is the most striking result in the reconstruction of these cellular automata. Because in the previous version we reconstructed the space-time diagram or we did so closely, but the results were not giving the order of the evolution of the system, that is which row was before which other. Here, however, instead of scrambling the original CA we applied a perturbation to every row and tried to reconstruct the original cellular automaton by looking at how much and what type of effect would have each row perturbation. You can see, again, that the reconstruction is very close again, or the reconstruction extracts some key features of the data, such as in cases 11, 9 and 54. 

And when putting together and considering more data, the reconstructions are even better. In figure (c), for example, and as it would be theoretically predicted, the later in time a perturbation is performed the less disruptive. Each pair shows the statistical rho and p values between the reconstructed and original space-time evolutions, with some models separating the system into different apparent causal elements. In figure (d) is the reconstruction of one of the simplest elementary cellular automata (rule 254) and, in figure, (e) one of the most random-looking ECA, both after 280 steps, illustrating the perturbation-based algorithmic calculus for model generation in 2 opposite behavioural cases. In figures (f) and (g): The accuracy of the reconstruction can be scaled and improved at the cost of greater computational resources by going beyond single row perturbation up to the power-set (all subsets). Depicted here are reconstructions of random-looking cellular automata (30 and 73 running for 200 steps) from single (1R) and double-row-knockout (2R) perturbation analysis. Errors inherited from the decomposition method (see Sup. Inf., BDM) look like ‘shadows’ and are explained (and can be counteracted) by numerical deviations from the boundary conditions in the estimation of BDM.  

Variations of the magnitude of the effects are different in systems with different qualitative behaviour: the simpler the system the less different the effects of deleterious perturbations at different times, but in non-trivial systems different information perturbations, that is, positive, negative or neutral, had significantly different effects. And in those systems in which those effects were neutralised, they were so because systems were so simple that different types of perturbations were expected to have about the same effect in the candidate models. So in this lecture we have seen how powerful this algorithmic interventionist calculus based on algorithmic information dynamics can be at helping reconstructing models and system’s behaviour in a profound manner tackling causation. In the next lecture we will now see how we can take advantage of this power not only to describe, study objects and find out models and causes but to actually steer and manipulate systems. 
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So in this lecture we will see how we can take advantage of the  power of our causal interventionist calculus based on algorithmic information dynamics not only to describe and study objects and find out causes but steer and manipulate systems. Because we are using computable models and algorithmic techniques, we call this type of manipulation ‘reprogramming a system’. 

One of the greatest challenges in science is that we are always in disadvantage as observers, we can only have a partial view at a single scale and away from isolation. For this reason we always have to deal with what we call noise and with partial representations. Representations come in all flavours in science, we often like to model phenomena with systems such as differential equations but sometimes also as networks and discrete systems. In fact, for almost any representation one can come up with a set of equivalent representations fully describing the same systems but allowing us to see different features of the same phenomena.  

We have seen how using some measures looking at different features and representation would bias our results, and we have also seen how to attempt to move away from language dependent measures towards more objectives means to analyse data to infer models. We have analysed several dynamical systems and we have seen how to characterise networks, it is now time to move a step forward and see in what ways finding out possible causes for observations can help us steer and manipulate those same systems. By showing this we definitely leave behind more descriptive methods such as traditional statistics that not being able to find models by themselves leave us with little chances to find handles to manipulate systems. However, once knowing the causes, and what produces what, we can start manipulating models and systems to behave in different ways, in particular in ways that we may find useful for our purposes. 

So in this unit we introduce the concept of reprogrammability from an abstract and mostly theoretical point of view but in the next unit you will see how this can be applied to real-world systems, in particular biological cells, for different purposes. 

So here we have some of our most recent results in this area. We show how to reprogram a cellular automaton to emulate any other cellular automaton. The way we did this was by way of what is called a compiler in computer science. A compiler is a small computer program that does nothing but translate between 2 different languages or systems. Is a real-time interpreter that allows you to transfer data from one system to another on such a way that both systems can communicate between each other. 

So what we did was to take a random cellular automaton and we would find a compiler based on exhaustive exploration and hacking tricks in order to find the right initial condition for the cellular automaton to simulate some other cellular automaton. By performing this exhaustively we were able to break some boundaries imposed by Wolfram’s classes. You may remember from previous lectures that Wolfram’s classes divide systems, in particular Elementary Cellular Automata into 4 classes of different qualitative behaviour, so classes 1 and 2, for example, are classes of systems that display very simple behaviour. Then class 4 are systems that produce random-looking behaviour and class 3 systems display structure, a combination of simple features and random-looking. However, what we were able to show, is that we were able to reprogram instances in every one of the Wolfram classes and make them behave as cellular automata from all other Wolfram classes. Here we have an example of a cellular automaton emulating other by using a compiler. The compiler is only used once on every computation, at the beginning mediating between an initial condition and the normal computation of the emulating cellular automaton. Then the compiler transforms that initial condition into the instructions for the emulating cellular automaton to emulate another one. On the right you have emulating and emulated cellular automata examples illustrating how we were able to reprogram cellular automata to behave as any other providing evidence that computer programs are incredibly reprogrammable. 

With all this information, we were able to reconstruct emulating networks, two cellular automata would be connected by  directed edge if one cellular automata was able to emulate the other. We found many interesting properties in such evolution networks, including ways in which we were able to find long chains of emulations and also rule hubs that were more reprogrammable than others or more prone to be emulated by others in some way reestablishing the Wolfram classes but more in a pragmatic way rather than fundamental.  

More striking is the number of cellular automata able to emulate other cellular automata of very different qualitative computational behaviour. What we found is that, the more cellular automata we explored the more reprogrammable they were in terms of how many other cellular automata of their own size in number of colours they were able to simulate in comparison to those that were not reprogrammable at all. This kind of reprogrammability is actually a stronger version of Turing universality and is called intrinsic Turing universality, so finding that more and more computer programs are reprogrammable in this way we also found that our results seem to suggest that Turing-universality is pervasive. 

So equipped with all these tools we were actually able to find several new universal cellular automata, some of them quite interesting. These examples illustrate 2 cellular automata that are the result of combining several Elementary Cellular Automata. In these figures each of these cellular automata are running a rule 110 computation and we have shown that they are able to emulate rule 110 therefore are Turing-universal themselves because rule 110 is Turing universal. These are actually possibly the only new universality results involving Elementary Cellular Automata that have been found in the almost last 2 decades. Remember that Turing universality means that a system can carry out any computable function and that means that, for example, these extremely simple cellular automata can emulate things like your entire Microsoft Windows computer, even if certainly very slow because they have very little resources at any given time so they would need to do all sort of tricks to re-encode the computation but yet they would be able to do so. 

So one fundamental question to answer in connection to algorithmic dynamics, is how inducing perturbations to a system in terms of their contribution to their underlying models, would actually change the dynamics of that system. Performing perturbations at the level of the system to change the possible generating model is equivalent to simulating a change in the original model which can then run for longer to compare its output with the original system output and see the differences.  

So we did a first simple experiment, we took all possible random Boolean networks with up to 5 nodes which as you known are many because their number grows super exponentially yet because they are small we could explore all them and extract some statistical significant results.  

So we calculated which perturbations would be positive, negative and neutral as defined in the previous lessons, that is which perturbations would have an effect to the original system model that would force it to incorporate new elements to account for the new changes at the system’s level. And what we found was also something that we were expecting and can turn out to be of extreme help, that moving systems on the algorithmic complexity landscape has a predictive effect on the dynamical landscape of the system, that is in the phase space of a dynamical system.  

So from the random Boolean networks experiments we were able to produce the results on figure d. The small difference between cases small but significant because the number of attractors in such small graphs is tightly bounded but given the number of cases and the average difference the results are consistent with what we also found on larger networks. In figure (e, f and g), for example, numerical calculations of the change in number of attractors in simple directed complete graphs, ER and scale-free Boolean networks shown very consistent results. In a complete graph there are only a few possible attractors because everything is connected and it only depends on the direction of the edges and the node functions, but only negative perturbations produced more attractors, positive and neutral perturbations preserved the number, as we had expected. In the results for 20 aggregated results from Erdos-Renyi random networks the separation was even more clear and consistent with the exhaustive experiment with small Boolean networks. Negative perturbations, that is those that move the network to greater algorithmic randomness increase the number of attractors, while positive reduce them and neutral preserve them. Scale-free networks, like regular networks, were found to be more resilient to perturbations but again only negative perturbations were able to increase the number of attractors. 

Notice that there are very few alternatives to doing something like this to control and manipulate the dynamics of networks. There is an area of active research on network controllability but all of them involve assuming distributions, having access to the precise node functions which most of the time we don’t such as in the case of neurons and genes, and they also tend  to assume that all systems are linear or near equilibrium which they likely are not in the real world, but none are necessary in this approach connecting the algorithmic information space and the dynamical phase space. 

From these first principles, where systems which are far from random, displaying an inherent regular structure, have relatively deeper attractors and are thus more robust in the face of random perturbations, we can derived a (re)programmability index according to which algorithmic causal perturbations of network elements pushing the system towards or away from algorithmic randomness reveal qualitative changes in the attractor landscape even in the absence of a dynamical model of the system. For example, depending on the original complexity of a network, negative perturbations will increase the number of attractors and also make them more shallow, significantly changing the dynamics of the system. A network is thus more (re)programmable if its elements can freely move the network towards and away from randomness thereby also changing its dynamics.  

Also notice the asymmetry of the programmability curve, because for random edge perturbation, simple networks are more sensitive than random networks, and this is some sort of thermodynamic-like phenomenon connecting computing back to statistical mechanics in a very interesting way. 

This reprogrammability index assigns low values to simple and random systems and high values only to systems with non-trivial structures, and thus constitute what are known as a measure of sophistication that tells apart random and simple cases from highly structured, in this case quantifying the algorithmic plasticity and resilience of a system in the face of perturbations.  

This plot shows what we call the (re)programmability space defined by the Cartesian product of two programmability measures. One is relative (re)programmability Pr(G) that takes into account the sign of the different segments of the information signature of G that gives us the number of elements that can send a network towards or away from randomness and how much of those elements in the form of its information signature are below or above zero. The other measure, absolute (re)programmability PA(G) accounts for the shape of the signature σ(G).  

Both of these indices contribute to the information about the (re)programmability capabilities of a system such as a network. The combined version is, effectively, a weighted index between the two (re)programmability measures that maximizes certainty measured by the magnitude of the vectors, where the closer to (1,1) or (re)programmability vector of magnitude √2, the greater the certainty of G  being (re)programmable.  

So in the next unit we will see how we can apply all these ideas from this unit to applications in behavioural, evolutionary and molecular biology, in particular to cognition and genetics. 


